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Abstract

Mobile-agent systems allow applications to distribute their resource
consumption across the network, but naive shared-resource consumption is
not efficient as is evident in the tragedy-of-the-commons phenomenon. By
prioritizing applications and publishing the cost of actions, it is possible
for applications to achieve faster performance than in an environment
where resources are evenly shared. We enforce the costs of actions through
markets where user applications bid for computation from host machines.

We represent applications as collections of mobile agents and intro-
duce a distributed mechanism for allocating general computational pri-
ority to mobile agents. We derive a bidding strategy for an agent that
plans expenditures given a budget and a series of tasks to complete. We
also show that a unique Nash equilibrium exists between the agents un-
der our allocation policy. We present simulation results to show that the
use of our resource-allocation mechanism and expenditure-planning al-
gorithm results in shorter mean job completion times compared to tradi-
tional mobile-agent resource allocation. We also observe that our resource-
allocation policy adapts favorably to allocate overloaded resources to higher
priority agents, and that agents are able to effectively plan expenditures
even when faced with network delay and job-size estimation error.

1 Introduction

Breakthroughs in high-speed computing and network bandwidth have surpassed
progress to reduce network latency. As computers have become more eco-

nomical and standardized, computation is no longer the constraining factor in
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distributed-system application performance. Increasingly, communication costs
of data access comprise the bulk of an application’s execution time. The dis-
parity between the advances in computation and latency is exaggerated by the
greater use of wireless and intermittently connected networks. A technique for
reducing an application’s end-to-end latency is to move computation closer to
scarcer resources, avoiding latency incurred in network communication.

A mobile agent is a user program with the ability to autonomously move
from one host and resume execution at another, and a mobile-agent system
provides the mechanisms for decentralizing resource allocation by relocating
computation represented by mobile agents. Rapidly evolving networks, where
nodes and features may be added or removed often, are easily implemented
using mobile-agent systems. A challenge involved in implementing applications
within a mobile-agent system is implementing a structure that incorporates the
idea that different tasks in a system possess different priorities and that the
quality of resources allocated to them should reflect their priority.

Mobile-agent systems provide a decentralized flexible architecture on which
to base network management [3] and handle user preferences [15]. Mobile agents
have been used to resubmit tasks to alternate sites by applying knowledge of
the loads on various resources [19, 23]. Other applications for mobile agents
are to enhance video conferencing performance [2]; to allow users to operate on
remote distributed data on an unreliable network [14]; and as an alternative to
client-server networking [20].

Mobile agents eliminate much of the need for static protocols and allow

networks to grow and change seamlessly. The acceptance of Java on many



platforms and the current efforts to standardize mobile agents [13] lead us to
believe that a standard for mobile agents will emerge, facilitating their use on
almost any type of network. The challenge that we face is to find a model
that captures the priority of the various tasks in a network, and to determine
an allocation policy where priorities are respected and where agents need only
know their own preferences regarding the completion of their tasks.

Ideas from economics provide solutions to many of the issues discussed above.
Market-based resource allocation has been used in various distributed resource-
allocation problems including computing resources, network bandwidth, and
manufacturing systems [9]. For example, Gagliano, et al., applied auction mech-
anisms to allocate computer resources [11], and Kurose and Simha studied mi-
croeconomic approaches for distributed resource allocation [16]. There are many
models where servers sell resources to agents. The price of a resource reflects
congestion and serves as a load-balancing mechanism [26, 7].

Computational markets rely on some form of currency exchange. At the most
basic form, an agent’s currency represents its potential to act in the network.
At a higher level, the currency might represent actual legal tender necessitating
security and cryptographically verifiable electronic cash [12, 21].

In this paper, however, we address a different type of economic market where
the seller’s role is subdued and the competition for the resources is solely be-
tween the agents. This situation occurs in semi-closed systems such as military
networks, corporate intranets, or open systems where the users have already
passed a higher-level admission procedure and the servers are non-idling. The

objective is for agents to complete their tasks as fast as possible while still al-
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Figure 1: An example mobile-agent itinerary. The agent must visit one host
from each group and choose at what priority to execute at each visited host.

lowing users to prioritize their agents. Implicit in this goal is that an agent has
no preference for its remaining endowment at the end of its lifetime. The total
processing time for any set of tasks is minimized when the utilization factor
is maximized, i.e., when no system resources are idle. When multiple agents
simultaneously require the use of a resource at a node, however, a bargaining
mechanism is necessary to decide which agents will first receive access to that
resource and how much of that resource each will receive. The resource itself
has no preference about how it is partitioned among the agents as long as it is
being fully utilized.

For example, consider the scenario where the network is a subnet of comput-
ers at a research lab, and resources are CPUs at nodes throughout the network.
Figure 1 illustrates an example task sequence for a mobile agent. The agent can
relocate to one of several hosts to retrieve an image from a database or device,
then jump to another host to process the image, and finally move to another
host to render and display the results.

When several agents need access to a particular CPU at the same time,



that CPU schedules the different tasks based on their priorities. The CPU will
operate at its maximum rate regardless of the number of tasks requiring service
or the allocation scheme.

In this paper we propose an allocation scheme where agents compete for
resources. We assume each agent is endowed with electronic cash from its user.
The amount of the endowment is the result of a higher level optimization prob-
lem that we do not address in this paper. The agent is allowed to spend as much
of this endowment as necessary to purchase resources to complete its tasks as
quickly as possible.

We derive an agent’s optimal response function given the agent’s endowment
and the state of the network. We further show that there is a unique Nash
equilibrium solution among agents competing for a resource when they bid using
the optimal response functions. The total cash being spent at a particular
resource serves as an indicator for congestion or demand for that resource, which
is the feedback information used by agents to determine their bids.

Under our prioritization policy, our simulations show that agents from most
endowment levels achieve faster mean performance than in a traditional mobile-
agent computation allocation policy. We also compare our policy with other
policies to show that the cost of prioritizing agents is small. Furthermore, we
show simulations that demonstrate that our allocation and planning algorithms
are insensitive to errors in job-size estimation by agents and are no more sensitive
to network delay than traditional policies.

The paper is organized as follows. In Section 2, we formalize the structure

of our economy and present our allocation mechanism. In Section 3 we derive



the optimal response for a single agent in the absence of market response to
the agent’s demand. In Section 4, we show how to compute an allocation that
satisfies all agents’ response functions for a single resource and that the resulting
allocation is a Nash equilibrium. In Section 5, we prove the uniqueness of the
equilibrium. In Section 6, we discuss how our allocation mechanism would
be implemented in a network. In Section 7, we show simulation results that
demonstrate the effectiveness of our algorithm under varying workloads, network
delays, and job-size estimation error. In Section 8, we describe some related
work. In Section 9, we discuss our results and identify directions for future
research. We provide two appendices. One proves the concavity of the agents’

bid function and the other is a table of notation used in the paper.
2 System Model

Users assign agents a series of tasks to be completed sequentially. Each task is
characterized by ¢, which denotes the size of the k-th task in the i-th agent’s
itinerary. For the image retrieval example in Section 1, task size could be the
expected number of CPU clock cycles required to complete the task. The user
wishes the agent to complete its tasks as fast as possible and endows the i-th
agent with e! dollars of electronic currency to compete for network resources.
We assume that the user has solved a higher level optimization problem based
on knowledge of previous job completion times given various endowments to
determine e?, which will be taken as a given in this paper. If ¢ = Ele g, where
K is the number of tasks in the i-th agent’s itinerary, then p' = e?/q?, the dollars

endowed per unit job, is a measure of the agent’s priority or more accurately,



the priority of the task sequence to that user. A larger p' would indicate an
ability to purchase larger portions of resources for each unit of job needed to
be completed, enabling the agent to finish more quickly. It could indicate that
the particular task sequence is more important (emergency messaging versus
low-level maintenance) or that the user is of higher priority to the network and
has more capital to spend.

The resources needed by the agents are located at various nodes throughout
the network. In our analysis, we assume that network delay between servers for
sequential tasks is fixed and therefore the portion of the completion time due
to these delays cannot be altered by a scheduling mechanism. Let ¢} denote
the capacity of the resource used by the i-th agent’s k-th task. With respect to
our subnet example, c}'C could be the clock speed of the CPU at the computer
where the k-th computation of the i-th agent is completed. When several agents
request access to the CPU, a scheduling mechanism is needed to partition the
clock cycles among the agents. We propose the following mechanism for this
purpose: If the i-th agent is willing to pay u} dollars per second and 6 denotes
the total amount that all the agents at that resource are willing to pay, the i-th

agent will receive service at a rate v}, given by:

) . uz
Uz = CZ ——— | » 1
f=d i )

where Gk_i := 0}, — u} represents the sum of payments from all agents except the
i-th agent. For example, if a host accommodates three agents bidding one, two,
and three dollars per second, respectively, the agents will receive access to one

sixth, one third, and one half of the host’s rate of computation. This allocation



is fair in the sense that each agent has the same cost per unit of computation.
If the i-th agent received service at rate vz, the time required to execute the

k-th task would be:

i G _ Gluf 65 @
o T

and the cost of completing the k-th task would be:

mj, = upty = Rk (3)

Our objective is to find an allocation policy for a resource given the structure
described above. In Section 3, we calculate the optimal bidding function for one
agent under the condition that all other agents’ payments are fixed throughout
the network. The optimal bid is a function of the payments of the other agents
at the resources in the itinerary, {979}sz1 In Section 4, we show that there
exists a Nash equilibrium among agents using bidding functions in the form of
the optimal response and in Section 5 we show that the equilibrium is unique.
Thus, we have an allocation policy that uniquely satisfies all agents’ response

functions.
3 Single-Agent Optimization

To determine how an agent should bid, we simplify the problem by fixing the
payments of all the other agents in the network and we assume that the i-th
agent has perfect information regarding Gk_i for all hosts that it will visit. The
agent’s objective is to minimize its total execution time, and it is constrained

by its endowment. Since ti is a strictly decreasing function of u, we expect



that the agent’s expenditure at the solution should be at the boundary of its
constraint region, i.e., it will minimize its completion time if it spends the entire
endowment.

We formulate the i-th agent’s problem as:

K K
min Zt}c s.t. Zm}E <é, 4)
k=1 k=1

which we solve with Lagrangian methods by defining the Lagrangian as:

K’ K
E=Zti+A(Zmi—ei>. (5)

k=1 k=1
Substituting for ¢; and m} into Equation 5 and taking partial derivatives

with respect to u}'c, we arrive at:
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(6)

Since we are dealing with the i-th agent’s decision, to simplify notation, we
drop i superscripts, except in 0,;", which we use to denote the sum of competing
agents’ bids at the k-th server an agent visits.

Note that 8, * > 0 implies A > 0 for all but the trivial case when only one
agent bids. Thus we have the following relationship between any two bids, j
and k:

0"

= (7)
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Incorporating the inequality constraint, we get
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Since A > 0, it follows that the inequality constraint must be satisfied with
equality, which shows that the total expenditure is on the boundary of the
constraint as we expected. Substituting for {uj}¥ , in terms of u; using the

relationship in Equation 7, we have:

a q i
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k#1 k;él

Solving the previous equation for u;, we get
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which yields the bid for the first job for the i-th agent as a function of Gk_i

Uy =

(10)

for k = 1,..., K", assuming that e is large enough to make the expression
in Equation 10 positive. Thus, given any set of policies by other agents in
the network, the i-th agent optimizes its performance by following the bidding
strategy defined by Equation 10. The values of Gk_i represent the total payments
of other agents at other nodes, which serves as an indicator for congestion or
demand at the servers in the itinerary of the agent. We streamline Equation 10

by using place-holder variables and reinstall the 4 superscript for use in future

sections:
i at — B, i
= fi(61") := it (11)
Bt + T
where
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Intuitively, o represents the estimate of the money available for the current
job. If o is less than zero, the agent cannot afford to purchase service under
the current state of the network. If a! < 0, f; will return a negative value and
we require that the bids be non-negative. Thus the agent can only submit a
bid if @i > 0. We also have 8¢ > 0, 6, * > 0, and 7¢ > 0 with equality only if
the agent has one job. The function f;(67¢) will return a positive value if and
only if there is a feasible solution. To capture the possibility that the i-th agent
will choose not to bid, under certain network conditions (which corresponds to

fi(67%) < 0), we express the bidding strategy as follows:

ui = max{0, f;(67 ")} (15)

4 Multiple-Agent Solution

An agent’s bidding function in the form of Equation 15, returns the agent’s
optimal payment given the actions of the other agents in the network. In this
section we describe how to find an allocation that satisfies each agents’ bidding
strategy. Such an allocation defines a Nash equilibrium among the competing
agents — an allocation from which no agent can gain an advantage by unilat-

erally changing its actions [1]. We generate a set of bids, characterized by the
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expression in Equation 15, that yields a Nash equilibrium with respect to the

policies of the N agents at a host:

{u} = max{0, £;(07 )1}, - (16)

We assume, without loss of generality, that the agents present are all com-
pleting their first tasks. They may, however, have itineraries of different lengths.
Our analysis holds for the case when agents submit positive real-valued triples,
(af, B%,~%), describing their bid functions in the form of Equation 11, but easily
generalizes to a broader class of bid functions that we define in Section 5.

The server collects agents’ bidding functions and calculates the payments
for each agent. To facilitate this computation, we translate each agent’s bid
function domain from 6 ¢ to a domain common to all agents, 8;, to reduce our
search space. Recall that we defined 6% := 6, — u{ and that 6; = >~ ui. We
modify the policies in Equation 16 to get an implicit relation between ui and

01:

{ui = max{0, f;(61 —ui) }}L, - (17)

From Equation 17, we obtain an explicit function g;(61) : 61 — u¢. Figure 2
illustrates how f;(61 — u}) shifts as ; varies. Outside the range 6; € (0,a'/3%),
9i(01) takes the value of 0. We now derive g;(61).

Substituting #; —ui for ;¢ in Equation 11, in the range, 6; € (0,a’/8%), we

have:

12



Figure 2: Behavior of max(0, f;(#; — u})) for o/8% = 4.
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which leads to a quadratic equation in u}. Dropping the i superscript, we have:

(18)

’quf + (Oé - ,801)2U1 — (a — 601)201 =0. (].9)
Taking the positive root of the equation with respect to u;, we have u; =

g(61) where

when 6; € (0,a%/B%), and u; = 0 otherwise.
The function g is continuous and zero at 6; = 0 and 6; = a/f. Thus, g(61)

is a continuous function of §;. We also note that on 6; € (0,at/B?),

dg  2B(a—pb) N —2B(a — B601)% + 272 (a — B61) — 45726,

29 21
00 27 272\/(a = B61)* + 4v°6; @)
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and when 0; = 0, we have
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Figure 3: Form of g;(61).

Figure 3 displays the shape of g;(#;) and how it varies. We show an agent’s
bidding function, g(#), and that increasing the agent’s endowment allows the
agent to submit a larger positive bid over a larger domain compared with the
agent’s bid given the same level of total demand. An agent with a future load
greater than the base agent, but with the same endowment, participates in a
smaller set of congestion levels and makes lower bids than the base agent when
it does participate, as it must allocate more of its capital to latter jobs.

Returning to our goal to choose the equilibrium bids for N agents, we seek
61 and {ui}Y, to satisfy for all agents the definition §; = 3"~ | u} and Equa-
tion 17. An equivalent problem is to find a value of ¢, such that Zf\il ul — 6,
= Ef;l gi(61) — 01 =: hy(01) = 0. From Equation 22, we know that if N > 2,

O0h1/001|g,—0+ = -1+ Eil 1 > 0 and thus h; is increasing to the right of zero
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Figure 4: Sample plot of Efil gi(61) versus 6, for 16 agents. Equilibrium occurs
at Efil 9i(61) = 61 (i-e., h(61) = 0), which we show at the intersection of the

dotted line and the plotted curve.
and hy(0%) > 0. We also know that for the non-trivial case where at least two
agents have o > 0, hy (max;{a’/3%}) = — max;{a’/B¢} < 0. Because h; is the
sum of continuous functions, h; is continuous as well and must be zero for some
value of 6; € (0,max;{a?/B'}). We solve for this value by using a bisection
search of h; in the given range. We sketch a sample of Ef\;l gi(61) versus 6 in
Figure 4.

If an agent has only one job left to complete, uy = 6, for 6, € (0,ec/q) is
its optimal policy, which is equivalent to having v = 0. In this case, g;(61) is
discontinuous. By applying L’Hépital’s rule to Equation 20, however, we see

that
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If we require agents with only one job to submit bid functions with v > 0,
agents may approximate their optimal solutions to arbitrary precision through
specifying a small value for v and still preserve the structure of g;(61) to yield
a solution. Since g;(01) defines an agent’s best response for all values of 6, we
have a Nash equilibrium allocation among agents bidding for a common resource

under our scheduling mechanism.
5 Uniqueness

We now show that the equilibrium (i.e., h(61) = 0) in the previous section is
unique when there are more than two agents bidding at the same host. Let
0; = (0,a%/B% be indexed such that O; D Oy D --- D O (i-e, a'/B' >
a?/B? > --- > oV /BY) where N is the number of agents at a server. We
have already shown that a Nash equilibrium characterized by hq(61) = 0 has at
least one solution on O = UN | 0; = (0,max;{a?/B}) = O;. We now further

strengthen that result. Let us define h7(6;) as follows:

n

h7(61) =) gi(61) — 61 (23)

i=1

16



Theorem 1 There is exactly one solution on O where h¥ (6;) = 0.

To prove Theorem 1, we must first prove some other results. In Appendix A,
we show that (82¢;/06?) < 0 on O;. From the definition of A7 in Equation 23

and the definition of the indices, ¢ and n, it can be seen that

P9 gon0ivis I om0, (24)
56? 562
0g; . Oh¥
TR L S (25)
:(0) = 0 ¥i = h(0) = 0. (26)

Also, h} is a continuous function of 6;.

Lemma 1 If h(z) is twice continuously differentiable on [r,s], (0°h/0x?) < 0
on (r,s), h(r) > 0, and h(s) < 0, then there exists a unique point xog € (r,s)

s.t. h(zo) =0.

Proof. We prove this lemma by contradiction. The Intermediate Value Theo-
rem states that there is at least one value xy € (r,s) s.t. h(xzo) = 0. Because

(0?h/dx?) < 0 on (r, s), we know that h is strictly concave on (r, s), i.e.,

ah(z) + (1 —a)h(y) < h(az + (1 — a)y) (27)

for a € (0,1) and z,y € (r,s). Suppose there are two points that satisfy
h(z) = 0, say 1,z € (r,s) where £; < x». Again, using the Intermedi-

ate Value Theorem, we can show that Irg € (r,z1) C (r,s) s.t. h(rg) > 0.

17



Then, we have ah(rg) + (1 — a)h(z2) < h(aro + (1 — a)xz2) which implies
ah(rg) < h(arg + (1 — a)zz). If a = (x2 — z1/z2 — 19) € (0,1), then we have
ah(rg) < h(z1) = 0, which is a contradiction since a > 0. Thus, there can be at

most one point where h(z) = 0. {

Proof of Theorem 1. When n = 1, (0h]/861)|g,—o+ = 0, and (8*h}/86%) < 0
on Oy, which implies that hl(6;) < 0 on O;. When n = 2, (0h?/96;)|g,—o+ = 1
and h%(0) = 0, thus A3(07) > 0. Also, h?(a?/8?%) = hi(a?/B?) < 0 and
(0?h?/06%) < 0 on O. Applying Lemma 1, we get that there is a unique point
o s.t. h?(6p) = 0 on Os. But, h3(#1) = hi(61) < 0 on O1 N Of; thus by is a
unique point where h?(6p) = 0 on O;.

We show uniqueness through an inductive argument. Assume that there is a
unique point fy < af/B* on O where hi(8y) = 0. Also assume (82hi /96?) < 0
on O; and hi(6;) < 0 on O; NOf. Along with the continuity of h?, the previous

result implies the following:

) >0 0, < 00
Ri(01){ =0 61 = 6o (28)
<0 61 > 09

Rewriting Equation 23, we have hi*! = hi + g;;1. There are two cases to
consider:
Case 1. If (a't'/B*!) < 6y, then Equation 28 is satisfied for A" because
gi+1(01) = 0 for 61 > 6y > (a1 /1) and gi11(01) > 0 for 6; < (aiF1/BiF1).
Thus, there is a unique point 8y where hit!(6y) = 0 on O;.
Case 2. If 0 < (at!/B1*1) < (af/B?), then by Equation 28,

R (a#tt /By = hi (ot /i) < 0. We also know heTH(01) > 0, because

18



RiT(0) = 0 and (OhiT'/860:)|g,—o+ = i > 0. Since (8%hiT1/063) < 0 on Oj41,
we can apply Lemma 1 and arrive at the result that there is a unique point é()
on ;11 where hit'(dy) = 0. But since g;11(61) = 0 for 6; > (a+!/471), we
have that on O; N O 1, hit*(8;) = hi(81) < 0. Thus, we have a unique point

aA() where hi+1 (GA()) =0on 01. <>

We have shown that a unique Nash equilibrium exists when users bidding
functions are in the form of Equation 20, but we note that the results hold for
any g(#) where g(6) > 0 on some set (0,b), g(0) = g(8 > b) = 0, and g(0) is

concave and twice differentiable on [0, b].
6 Implementation in a Network

Resource allocation in our model is computed on a resource-by-resource ba-
sis. Every time an agent arrives at or finishes with a resource, each agent that
requires access submits a bidding function characterized by the real-valued pos-
itive triple, (a,8,7). These values depend on the agent’s beliefs about future
demand for resources on its itineraries. These estimates allow an agent to bud-
get expenditures for the current task. One method to forecast demand for a
resource is to average the total cash spent at that resource over time.

Once agents submit their bidding functions, the node partitions the resource
based on the Nash equilibrium allocation. Thus, each agent will be satisfied with
the amount and cost of the resource that it receives at the current node, as the
Nash equilibrium ensures that the allocation represents a point on the optimal

response function of each agent for that resource at that time given its current
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beliefs. Each agent continues under this allocation until its job is complete or
the state of that node changes, i.e. another agent arrives or leaves the resource.
When an agent completes its task at a resource, it moves to the next resource in
its itinerary and submits a new bidding function with updated demand forecasts.

It is possible that an agent “cheats” by submitting a bidding function that is
not based on its true beliefs. An agent might hope that an altered equilibrium
might facilitate faster itinerary completion. Further optimization of an agent’s
bid function proves difficult, however. The optimization requires knowledge
of other agents’ private information, reasoning about the possibility of other
agents making similar calculations, and access to additional computation. To
construct a better bidding function, an agent must reason about the response of
its competition’s bidding functions. The calculation of a bid function is based
upon private information that is not available to other agents in our model.
Further difficulties arise when one considers that all agents may reason about
their competition’s bidding functions. One agent taking action effects another’s
actions, which in turn effect the first’s. This cascading effect could incur complex
and costly analysis that is discouraged in our model by the facts that each
agent pays for its computation with its endowment and that each agent must
submit its bidding parameters upon arrival at a resource. The effects of indirect
interaction among agents on their beliefs and bidding behavior is an interesting

topic for future research.
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7 Simulation

In this section, we present results of simulating our resource-allocation policy
presented in Section 4. We show that agent performance is highly correlated
with endowment; that when our system is overloaded, poorer agents are dropped
to maintain higher priority agents’ performance; our algorithm is robust to an
agent’s errors in job-size estimation; and that there is a structure to empirical
bidding behavior that will aid us in future research to predict server loads and
guarantee service to agents.

We ran our simulations under the Swarm simulation system [17]. We created
agents at a Poisson rate, each with exponentially distributed number of jobs to
complete. Our simulations used two different distributions for job size: expo-
nential and Pareto. Both distributions are commonly used to model job sizes,
with Pareto having the more sporadic distribution. Each agent’s start location
and task types were uniformly distributed. We modeled an agent’s endowment
size relative to the sum of its job sizes as a truncated Gaussian random variable
with a positive mean. This parameter expresses an agent’s owner’s preference
that the agent completes tasks quickly.

All of our simulations used a network of 100 hosts where each host offered
one of eight computational services. The service that a host offers was picked
uniformly at simulation initialization. Host capacity was determined by a pos-
itively truncated Gaussian random variable with positive mean. We chose this
distribution for no other reason than to make the process of host selection more
important and to show that our expenditure planning process works with het-

erogeneous host capability. In the simulation, hosts publish their capacity and
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immediate level of congestion, 6, to all agents.

The hosts were connected with a network whose topology we generated with
GT-ITM [6]. In GT-ITM, a network is built from a hierarchical system of
transit domains connecting stub domains. The user specifies the number and
average size of domains in nodes (hosts) and the probability that nodes are
connected within the domain. Our networks had two levels of transit domains
connecting another set of stub domains. The network delay incurred in an agent
moving between sites was chosen at system initialization. We chose job sizes
to be large enough so that network transfer time did not dominate an agent’s
decision of which hosts to visit, since we were interested in the effectiveness of
our expenditure-planning algorithm and resource-allocation policy.

Once created, an agent must formulate a route. In the simulation, each agent
chose their route incrementally by choosing a host for each task after completing
the previous task. For the purpose of expenditure planning, for all but the next
immediate host choice, agents planned to visit hosts of average capacity ¢y, and
average congestion 6y, for hosts offering the corresponding service. Each agent
chose the next site to be the one that minimized the sum of network transfer
time for the next hop and execution times, assuming that the bidding level,
0,;", would not change. Thus, our routing algorithm was greedy and naive. We
sketch its operation in Algorithm 1.

In the simulation, an agent commits to finishing its current job at the host
to which it jumps. To finish its job, an agent submits a bid function defined
with parameters o, 3%,7! defined in Equations 12-14. The host uses bids from

agents to form the bid-response function, g(6), and uses a bisection search to
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Algorithm 1 Choose Next Site for Agent i
1: tmin := 00; mnextHost :={
2: for all hosts k offering service next in itinerary do
ty :=[transferLatency to: k from: currentHost]
+arg (0, )/ (cr * (0" + 9(6;")))
4 if t,in >ty then
5: tmin = tr; nextHost :=k
6: end if
7
8

g

: end for
: return nextHost

find the bidding level where 8 = g(6). This search is conducted every time an

agent arrives or departs the host. Algorithm 2 sketches the operation.

Algorithm 2 Allocate Resources for Host k

1: while true do

2:  t:= time since last arrival/departure

3:  for all agents ¢ do

4: deduct tg;(0) from agent i’s endowment,

5:  end for

6: add new agent or remove departing agent

7:  for all agents i do

8 query agent i for o, 8, and v (Equations 12-14) to build g;(6)
9:  end for

10:  search for § = Zf\;l 9:(6) in (0, max;(a;/Bi))
11:  for all agents ¢ do

12: ’U,ic = ckg,-(ﬁ)/é?

13: end for

14: end while

We compared our game-theoretic resource-allocation method with three other
resource-allocation policies: equally-shared, first-come-first-served (FCFS), and
shortest-remaining-processing-time (SRPT). Under the shared policy, all agents
at a site compute at an equal rate. The shared policy is similar to what is
currently used in many existing mobile-agent systems, so it serves as a good
comparison for performance.

The FCFS policy allocates all of a host’s capacity to the earliest arriving
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agent, while the SRPT policy services the agent with the shortest computation
remaining. We examined SRPT because it minimizes the average agent job-
completion time and serves as a lower bound on the metric. The SRPT policy,
however, has another side effect: it prioritizes jobs by their size, so users have
incentive to understate the size of their jobs and the resulting allocation would
resemble FCFS. In our simulations using SRPT, we assumed that agents’ job
sizes were known to the host.

An agent operating under the shared-allocation policy chose its next host to
be the one that minimized the sum of network transfer time and the execution
time of the next task given the computational share that an additional agent
would receive at the host. Under the FCFS and SRPT policies, each agent chose
its next site to be one that minimized the sum of the network transfer time to
the host and the host’s ideal job completion time weighted for the number of
agents currently at the host. For agents to plan their itineraries using each of
the policies, sites published the number of agents that they currently host.

We measured an agent’s performance by comparing the actual time taken
by the agent with performance that it would have achieved in a network with
zero congestion. This idealized measurement is a shortest-path computation
from the start location that visits hosts that offer the appropriate services. In
the calculation, the distance between any two hosts is the sum of the network
transfer time and the time an agent would take to complete a job at the second
host without any competition, gy /c.

We ran three experiments. First we verified that our game-theoretic resource-

allocation policy prioritizes agents by endowment. We compared the perfor-
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mance agents achieved under the policy with the mean performance achieved
by agents under the other policies. We also examined how over-constrained
resources are allocated. Second, each of the policies requires agents to compute
routes based upon network state, so we also investigated the effect of network
delay on an agent’s ability to plan its itinerary and budget. Finally, both the
SRPT and the game-theoretic allocation policies rely on agents having knowl-
edge of their job sizes. In reality, there will be some error in an agent’s estimation
of an agent’s computational requirements, so we looked at the effect of job-size

estimation error on agents’ performance.

7.1 Effective e

To test the effectiveness of the game-theoretic resource-allocation policy, we
compared agents’ endowments with their performance. After the network reached
a steady state, we designated seven percent of the agents injected into the system
as test agents. The test agents had identical task-type sequences and a com-
mon start host, but they had differing endowment sizes, spanning two standard
deviations, , around the mean endowment, , and differing task sizes.

Figure 5 shows how endowment affects agent performance in one experiment,
and how agents performed in separate simulations using the shared, FCFS, and
SRPT policies. The data labeled “GT” shows the performance of agents operat-
ing under the game-theoretic allocation policy. We plot the mean and standard
deviations of agents’ performance versus their endowment level. Endowment
is an agent’s job size sum divided by the amount of currency with which the
agent begins. We also plot the mean performance of all agents operating under

the shared, SRPT, and FCFS allocation policies in separate simulations. In the
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Figure 5: Endowment versus ideal time relative to actual time. For the game-
theoretic (GT) approach, we plot the observed means in heavy block lines,
standard deviations with error bars for agents at each endowment level for two
standard deviations, , of endowment around the mean, , and a linear fit of

the observed means. We also plot the mean performance of agents under the
shared, SRPT, and FCFS resource-allocation policies.

experiment, agents’ job sizes had a Pareto distribution, but we achieved similar
results when agents’ job sizes were exponentially distributed.

We plot the mean of the ratios of the ideal non-congested itinerary comple-
tion time and the actual itinerary completion time for agents. A higher number
indicates better performance. In the experiment, agents with higher endow-
ments tend to perform better on the average than those with lower endowments.
The mean performance of agents using the shared policy was 0.33, while agents
across all endowment levels using the game-theoretic policy achieved a mean
performance of 0.39 an improvement of 18 percent. There was a cost to pri-
oritizing agents, however. Agents under the FCFS policy performed slightly
better (0.40) than under the game-theoretic policy and the SRPT experiment

showed that ideal performance was eight percent better than mean performance
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Figure 6: Endowment versus ideal time relative to actual time when agent
requests exceeded capacity. We plot observations two standard deviations,
around the mean endowment

of agents across all endowment levels operating under the game-theoretic policy,
however, neither policy prioritizes agents.

One might associate high variance with market-based techniques, but in the
plotted simulations, agents using the game-theoretic policy experienced about
the same amount of performance variance as did agents using the shared alloca-
tion policy. In the experiment plotted in Figure 5, the mean standard deviation
of test agents’ performance across all endowments was 0.065, while agents us-
ing the shared resource-allocation policy had a performance standard deviation
of 0.068. Agents operating under the FCFS policy experienced even higher
variance.

The variance in performance in the game-theoretic simulations depended on
the level of congestion. As congestion increased, endowment became a much
stronger factor in determining an agent’s performance and the variance of the
performance measure increased.

Figure 6 shows how endowment affected agent performance when agent re-
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quests exceeded system capacity. We observed that agents with endowments
less than the mean were not able to complete their itineraries at all. Among
agents with larger than average endowments, there was a strong correlation of
endowment and performance. Again, we achieved similar results when agents
had either Pareto or exponentially distributed job sizes.

Using the other resource-allocation policies, it is not possible to reach a
steady state when agents’ requests exceed capacity. The requests that are com-
pleted are completed more and more slowly as time progresses. The lack of a
steady state in the shared, FCFS, and SRPT policies illuminates another fea-
ture of the game-theoretic policy: because agents are prioritized, the system can
decide which requests to postpone and still provide reasonable service to higher
priority requests. The SRPT policy prioritizes agents, but in an uncontrollable

manner and one that is not meaningful when the system is overloaded.
7. et e

We also examined the importance of timely information to our expenditure
planning algorithm. We ran experiments varying the latency incurred in agents
jumping from one site to another. In the model, agents have information on the
immediate state of the world, but there is a delay in acting on the information
in the form of the time required to move to another site. So by varying the
agent-transport latency, we effectively aged the agents’ load information.
Figure 7 shows the results of four experiments that used the game-theoretic
resource-allocation policy with intra-domain transfer times of one, two, four,
and eight time units. Inter-domain transfer times are three, six, 12, and 24 time

units. The experiments all used Pareto job-size distributions and increased job
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Figure 7: We plot the effectiveness of prioritization of the allocation policy at
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Figure 8: The mean performance of agents operating in various allocation poli-
cies versus network delay.

sizes relative to server capacity to increase the granularity of network transfer
times. We saw that recent information is valuable to agents and, as their load
information aged, ideal/actual performance ratio gradually decayed and that the
game-theoretic allocation policy maintained priority stratification as network
delay increased.

The degradation of performance was not unique to the game-theoretic pol-

icy, however. In Figure 8 we compare the mean performance of agents at all

29



0.6 :
0.55 | GT —— |
05 |
045 [
0.4 I

0.35 |

Ideal Time/Actual Time

0.3
0.25 |

0.2 L . . . . .
0 1 2 3 4 5
Job-Size Error Standard Deviation

Figure 9: Agent performance versus the standard deviation of job-size error.

endowment levels operating the game-theoretic policy to the mean performance
of agents operating under the other resource-allocation policies at different net-
work delays. Under all of the policies, we observed that agents’ performance

decayed gradually as they used more dated information.
7. Eti ti E

Both the game-theoretic and SRPT policies rely on each agent knowing the
number of instructions involved in its computation before the calculation is
commenced. In practice, the number of instructions will not be known to agents
ahead of time. Furthermore, in most architectures, different instructions require
varying amounts of time to complete. For these two reasons, we investigated
the effect of error in agents’ job-size estimation.

We ran several experiments under the game-theoretic and SRPT allocation
policies and varied agents’ accuracy in predicting their job sizes. We modeled an
agent’s ability to estimate its job sizes as a truncated Gaussian random variable
with mean one. An agent’s estimation of its job size was the product of the

random variable and the true job size. The standard deviation of the random
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variable determined the error in the estimation.

Figure 9 shows agents’ performance in simulations that varied all agents’ esti-
mation error from perfectly accurate to situations where the standard deviation
of agents’ job size estimates was five times job size. Within each experiment,
all agents used a common error distribution function to generate an imperfect
job size measurement. We observed a modest reduction in agents’ performance
as error increases. Agents experienced approximately a three percent decrease
in performance for every multiple increase in the standard deviation of their

job-size estimation error.
7. i i tte

Information concerning the behavior of bid totals, 8, will be useful for more
sophisticated planning algorithms. We plot histograms of the logarithm of pos-
itive bid totals in Figures 10 and 11 for experiments that used exponentially
and Pareto distributed job sizes, respectively, to see if there were any struc-
ture in bid fluctuation. Both experiments gave similar results. The bids in the
Pareto data were close to log-normally distributed. The observed cumulative
distribution function deviated from the corresponding log-normal cumulative
distribution by no more than than 0.03. The experiment using exponentially
distributed job sizes produced a bid total distribution that visually resembles a
log-normal distribution, but it was skewed away from the origin and produced
a poor fit.

The ability to fit bid totals to a known distribution will aid in constructing
predictors for server loads that will allow us to relax assumptions on agents’

knowledge of the state of the network, aid in constructing better expenditure
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Figure 10: A histogram of bid sum on a log scale, In(), observed at a server
where agents arrived with exponentially distributed job sizes, and the corre-
sponding Gaussian distribution.

planners, and give hosts insight that allow them to issue efficient resource-

consumption reservations.

elated ork

Our earlier work relies on agents submitting demand functions derived to op-
timize Cobb-Douglas utility functions subject to their budget constraints [5].
Sellers compute equilibrium prices given their preferences for consuming their
own computational resources and buyers’ demand functions. More recently, we
investigated seller driven markets where servers supply price curves increasing
with rates of computation from which agents choose their rates of service [18].
Both works treat agents’ consumption habits as a local problem. As such,
expenditure planning is only indirectly handled through agents’ preferences for
savings and there is no guarantee of agents’ ability to complete itineraries within

preset time limits.
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where agents arrived with Pareto distributed job sizes, and the corresponding
Gaussian distribution.

We are not the only group to promote the use of markets in mobile-agent
systems. The Geneva Messengers project [25] applies market ideas to allocate
CPU usage and memory to visiting essen ers, lightweight mobile programs
implemented in a Postscript-like language. Host sites heuristically set prices by
examining the amount of resources requested by the present messengers.

Telescript [27] supports a fault-tolerance and security measure where agents
carry “permits” to access specific resources. A permit’s power diminishes over
an agent’s lifetime, thus limiting the agent’s lifetime. A permit for one resource
is not easily converted to a permit for resource. A more general policy would
be for hosts to issue a common permit in the form of a verifiable electronic
currency.

POPCORN [22] is a distributed framework where users submit “computelets”
to a computational market that assigns the computelets to anonymous hosts

that charge computelets for execution. The approach is intended for paral-
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lel programs where interaction among threads is limited and computelets are
single-hop programs so no expenditure planning is necessary. Computation is
the sole resource regulated in POPCORN and computelets may not consider
any other information other than hosts’ prices and computational capabilities
in choosing sites. Our system allows mobile agents to choose their hosts, so
agents may weigh the value of hosts’ reputations or network connections or the
location of other agents.

The idea of using economics for computational-resource control dates back as
far as the 1960s [24]. Spawn is perhaps the most cited work dealing with compu-
tational economic systems [26]. In Spawn, agents participate in auctions to buy
processor time to run computationally intensive jobs. The pricing system pairs
idle processors with jobs to improve utilization in distributed systems. Clearwa-
ter et al. use double auctions to allow agents to trade climate-control resources
within an office building [10]. The result is that climate control resources are
more effectively allocated with energy savings of up to ten percent.

Boutilier et al. take an approach similar to ours in solving sequential resource-
allocation problems [4]. They overcome incentive compatibility problems with
buyers submitting their true evaluations by having each buyer express her pref-
erence to an agent identical to her competitors. The agent then participates in
iterated auctions until an equilibrium is found. The method can handle many
traditionally difficult assignment problems where goods may be complements
or substitutes to one another. The technique is centralized and more general
than what we model in that it makes no assumptions on resource values and

relations, but it is also computationally more expensive.
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Tatonnement is another centralized resource-allocation method where buyers
iteratively adjust purchase amounts in response to sellers’ changing prices. The
WALRAS algorithm [8] is a system for finding equilibrium where participants
have convex utility functions and there is gross substitutability among goods
(goods are not complementarities for one another), but often converges to a

solution even when gross substitutability is violated.

onclusion

We describe in this paper a network where agents compete with each other
for network resources. We introduce a scheduling mechanism based on each
agent bidding for services and receiving a portion of the resource proportional
to its payment with respect to the sum of all payments for that resource. We
use an electronic market, in which agents are endowed with finite capital to
complete a sequence of tasks, and derive a bidding policy as a function of the
total sum of payments at the node. We show that when agents submit their
optimal response functions based on assuming fixed payments of other users, the
resource can make an allocation that forms a unique Nash equilibrium among
the agents. The equilibrium allocation is flexible and enforces the priorities
dictated by the endowments. When there is heavy competition for a resource,
agents with larger endowments receive larger portions of network resources.
Simulations show correlation between endowment per unit job and completion
time. Our planning and allocation algorithms are no more dependent on the
timeliness of information concerning host congestion than the other allocation

policies that we consider. Furthermore, our experiments show that the results
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are not sensitive to the distribution of agents’ workloads and agents only suffer
modest reductions in performance stemming from similar errors in their job-size
estimations.

We compare our allocation policy with an allocation model used in many
mobile-agent system implementations, in addition to SRPT and FCFS mod-
els. Simulations show that agents operating under our policy complete their
itineraries faster than agents operating under a traditional shared-resource en-
vironment with no additional variance incurred. Our policy is competitive with
the FCFS policy. Compared to SRPT, the optimal policy to minimize average
completion time, our policy provides an method of prioritizing jobs, and that
prioritization typically results in mean agent performance across all endowment
levels that is 92-95 percent of what is achieved under SRPT.

There are several areas open for future investigation. One is the user opti-
mization problem: how to assign capital between various agent task sequences.
The solution depends on the user having information about the correlation be-
tween endowment and performance. Creating tractable models that yield com-
putable solutions to the endowment assignment problem is an open challenge.

Another area for investigation is alternative utility functions for the agents.
In our model, agents only consider execution time and users do not expect
any part of the endowment to be returned. Another option is to have the
agent consider both the execution time and the cost of computing in its utility
function. Under such a model, the user would have an expectation that some
of the endowed cash would be returned unless the network is congested. A

comparison of costs and performance of agents operating under each utility
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function might lead to insight about the benefits of giving an agent greater
latitude with capital.

At a more general level, there is a need for the development of a theory to
describe the behavior of agents and network resources acting in a decentralized
manner, as accurate estimates of load fluctuations and reactions to changes
in market variables both depend on having useful models that yield tractable

results.
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A roo o onca ityo ; ;

Theorem 2 n a ents biddin function, g;(01), is conca e on the inter al

(0,0/8").

For the variables o, ¢,+! defined in Equations 12-14, we drop the super-
scripts and consider the bidding function of only single agent. Let (x) be a

function defined as:

() = =22 +Vz —bx + bax? (29)

where z € (0,a) and b = (472/8).

Then, g;(01) = (1/29?) (a — B6,) for 6; € O; and
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0%91/06% = (B%/2y*)(9* /0a?). (30)

To prove the concavity of g; on Oy, it suffices to show that

(6% /0x?) < 0 for z € (0,). We have

P [0 =2 (2) ()~ (28 (2)3/4 (2)7) (31)

where (z) =2 —bz +bazx?. Since (z) > 0 for z € (0,), it is sufficient to

show

v(E)=2 (z) (r)— (2)>—8 (z)2 <O. (32)

After substituting for (z) and simplifying, we get

v(b,z) = —4dab’z + 12abz + 3b%z + 8z

—12br —8(x —bx + baz?)? (33)

We note that v(0,2) = 0 Vz. Taking the partial derivative of v(z) with

respect to b, we get

(Ov/Ob) = —(a— z)[6bz + 122%(z)] — 2bax (34)
~v(zx) =+/z +bx2(a —1z) — 2?

hence Jv/0b is negative for z € (0,a) and b > 0.
v(b,z) < 0 for all b > 0 for z € (0,a), which implies (8% /8z2) < 0 for

z € (0,a), and thus (8%91/96%) <0 on O;.
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Notation

i =e—) ket g—%ok—" simplifies expression for an agent’s bid.
. k
Bt := L& simplifies expression for an agent’s bid.
1 -
ok =D kst g—?\ /6, simplifies expression for an agent’s bid.
. k
cj, rate at which the k-th host that the i-th agent visits can compute
e i-th agent’s endowment.

fi(0:*)  i-th agent’s optimal bid conditioned on all other agents’ bids
at the j-th host sum to 19]-_", and 01-_1 € (0,at/B%).

9:(8;)  i-th agent’s bid conditioned on all agents’ bids at the j-th host
sum to 6;, and 0; € (0,a'/B?).

hk(8) the difference of § and the sum of g;(6), where the sum is over
the k agents with the largest positive bidding domains.

Kt number of tasks in the i-th agent’s itinerary.
mé i-th agent’s expenditure at the k-th host that it visits.
H size of the i-th agent’s k-th job.
¢ time taken to complete the i-th agent’s k-th task.
0,;" sum of the bids of all other agents visiting the k-th host that the
i-th agent visits.
0 sum of the bids of all agents visiting the k-th host.
2- amount that the i-th agent bids at the j-th site it visits.
v}, rate at which the i-th agent computes its k-th job.
€ erences
. Basar and . . Isder. . lassics in
pplied Mathematics, M,
M. Baldi, . . icco, and . isso. esigning a videoconference system for
active networks. n
, bages , tuttgart, ermany, ept. .
. Bieszczad, B. agurek, and . White. Mobile agents for network management.
ept.

, .
. Boutilier, M. oldszmidt, and B. abata. equential auctions for the allocation
of resources with complementarities. n
, tockholm, weden,

.Bredin, . otz,and . wus. tility driven mobile-agent scheduling. echnical
eport - -, artmouth ollege, May
alvert and . egura. - M eorgia ech internetwork topology models,
. http www.cc.gatech.edu fac llen. egura gt-itm gt-itm.tar.gz.
havez, . Moukas, and . Maes. hallenger multiagent system for dis-
tributed resource allocation. n
, Marina el ay, , . M ress.
heng and M. . Wellman. he W algorithm convergent dis-

tributed implementation of general equilibrium outcomes.

bl )

39



learwater, editor. . World cienti ¢, ingapore,

learwater, . ostanza, M. ixon, and B. chroeder. aving energy using
market-based control. n learwater , pages .
agliano, M. raser, and M. haefer. uction allocation of computer resources.

bl bl -
lassman, M. Manasse, M. badi, . authier, and . obalvarro. he Mil-
licent protocol for inexpensive electronic commerce. ,
, Winter
.. M. roup. Mobile gent ystem nteroperability acility,
ftp ftp.omg.org pub docs orbos - - .pdf.
ohansen. Mobile agent applicability. n
, pages , tuttgart, ermany,
otz and . . ray. Mobile agents and the future of the nternet.
, , ug. .
urose and . imha. microeconomic approach to optimal resource al-
location in distributed computer systems. ,
;, May
angton, . Burkhart, M. aniels, and . ancaster. he warm simulation
system, . http www.santafe.edu projects swarm.
. Maheswaran, agri mer, and . Basar. gent mobility under price incen-
tives. n , hoenix,
, €cC. .
. Mohindra, . wurakayashta, and . hati. xploiting non-determinism for
reliability of mobile agent systems. echnical eport , BM esearch,
Muldner. Mobile computing at cadia niversity. art-
mouth ollege omputer cience olloquim, . lides at
http evilqueen.acadiau.ca presentations mobileagents.ppt.
outanene, . inton, and M. tumm. Net ents  lightweight protocol for
secure micropayments. n , bages
. N ssociation, eptember
egev and N. Nisan. he N market an online market for com-
putational resources. n
, bages , harleston, , ct.
. M ress.
hehory, . ycara, . halasani, and . ha. gent cloning n approach
to agent mobility and resource allocation. , ,
uly .
utherland. futures market in computer time.
, , une .
schudin. pen resource allocation for mobile code. n
, Dages , Berlin, pril
. Waldspurger, . ogg, B. . uberman, . . ephart, and W. . tor-
netta. pawn distributed computational economy.

, , e€b.
. White. elescript technology Mobile agents. eneral Magic White aper,

40



